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MiniMD	is	a	Molecular	Dynamics		(MD)	mini-applicaMon	in	the	Mantevo	
project	at	Sandia	NaMonal	Laboratories

Hybrid-Advanced	Design
•		BeXer	buffer	management	than	Hybrid-Barrier	design	and	remove	

barrier
•		CommunicaMon

Replace	MPI	Isend/Irecv	with	one-sided	Put	communicaMon
•		SynchronizaMon

Use	Atomic	operaMon	to	get	target	address	from	target	process
Target	process	polls	on	local	receive	buffer	to	ensure	arrival	of	
compleMon	data Evalu;on	Results
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High	Performance	OpenSHMEM	for	Xeon	Phi	Clusters:	
Extensions,	Run;me	Designs	and	Applica;on	Co-design
Enhance	OpenSHMEM	symmetric	memory	allocaMon	to	provide	non-

uniform	memory	allocaMons.	Re-design	Graph500	to	make	use	of	the	
non-uniform	memory	allocaMon	and	efficiently	uMlize	Xeon	Phi	Clusters

Redesigning	Graph500
•		MIC	Cores	prepare	the	NewQueue	while	host	processes	the	CurrQueue
•		Newly	discovered	verMces	are	placed	at	owner	process’	MIC	memory	
•		MIC	cores	require	memory	only	for	holding	new	verMces
•		At	the	end	of	each	level,	NewQueue	is	transferred	to	host	memory

Evalu;on	Results
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Designing	Scalable	Graph500 Benchmark	with	Hybrid
MPI+OpenSHMEM	Programming	Models

Graph500	represents	data	intensive	and irregular	applicaMons	that	use	
graph	algorithm-based	processing	methods.	It	exhibits	highly	irregular	
and	dynamic	communicaMon	paXern.

Detailed	Design
•		One-sided	and	fetch-add	atomic	

operaMons	for	communicaMon	
and	co-ordinaMon

•		Buffer	Structure	for	efficient	
computaMon-communicaMon	
overlap	

•		Non-blocking	barrier	for	level	
synchronizaMon

•		Load	balancing

Evalu;on	Results

Publica;ons:
• J.	Jose,	S.	Potluri,	K.	Tomko	and	D.	K.	Panda,	Designing	a	Scalable	Graph500	Benchmark	with	

Hybrid	MPI+OpenSHMEM	Programming	Models,	Int'l	Super	CompuMng	Conference	(ISC	‘13),	
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BFS	Traversal	Time RunMme	Unified	vs.	Separate

NaMve	Mode	8Procs/MIC Symmetric	Mode	(16	H	+	16	M)

Designing	Scalable	Out-of-Core	Sor;ng	with	Hybrid	
MPI+OpenSHMEM	Programming	Models

Sort:	One	of	the	most	common	algorithms	in	data	analyMcs.	It	reads	data	
from	a	global	filesystem,	sort	it	and	write	back	to	global	filesystem

Detailed	Design
•		Efficient	Global	Memory	View	

and	Memory	Management
•		SynchronizaMon	and	DesMnaMon	

SelecMon	using	Atomic	Counters
•		Efficient	remote	buffer	co-

ordinaMon	and	data-delivery	
using	compare-swap	and	

put+noMfy
•		Low	overhead	Data	RecepMon/

BuckeMng	in	Sort	Group

Hybrid'MPI+OpenSHMEM'Out4of4Core'Sort''

Global'Memory'
Management'

Atomic'Counters'for'
SynchronizaBon'

Efficient'Data'
Delivery'Schemes'

Low'Overhead'Data'
RecepBon/BuckeBng'

MVAPICH24X'Unified'CommunicaBon'
RunBme'

InfiniBand(Network( Lustre(Filesystem(

Evalu;on	Results
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Comparison	with	Hadoop Strong	Scalability
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Accelera;ng	MaTEx	K-NN	with	Hybrid	MPI	and	OpenSHMEM

Redesigning	k-NN	in	MaTEx
•		Overlapped	Data	Flow	
•		One-sided	Data	Transfer		
•		Circular-buffer	Structure	
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	K-Nearest	Neighbors	(k-NN)	algorithm	is	a	popular	
supervised	machine	learning	algorithm	for	classificaMon KDD	(2.5GB)	on	512	cores


